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Abstract— Today’s multimedia environments are characterized
by different stationary and a growing number of mobile devices,
like PDAs or even mobile phones. To meet their requirements
regarding configuration and adaptation, multimedia middleware
systems often use a flexible flow graph based approach in which
multimedia data is processed while flowing from sources to sinks.
Here the application has full control about all components and
can reconfigure the entire flow graph if needed, which requires
sending arbitrary reliable control information in addition to the
multimedia data.

This results in a single multimedia data stream consisting
of ordered messages with different Quality of Service (QoS)
requirements in terms of reliability and deadline. To meet all
these requirements, different types of messages must be trans-
mitted using different transport protocols, while the ordering
constraints between messages must still be preserved. For this
purpose we propose the concept of a parallel binding which allows
for the usage of multiple transport protocols to send messages
of a single stream with mixed QoS requirements. We also
present synchronization algorithms for multiplexing messages
after transmission and reconstruction of the original message
order of the stream.

I. INTRODUCTION

The diversity of stationary and mobile devices of today’s
multimedia environments results in highly dynamic and het-
erogeneous systems. Therefore, a maximum of configurability
and adaptivity of the underlying software is needed to meet
the specific requirements of applications and media in addition
to the timing requirements of multimedia data. Traditional
streaming services or middleware systems like CORBA [1]
provide only limited access to and configuration of their
underlying components, and thus are not able to meet all of
these requirements.

Although some CORBA implementations like The Ace Orb
(TAO) [2] support explicit binding and predictable realtime
QoS, they do not support automatic runtime reconfiguration
and adaptation [3]. In contrast, today’s distributed multimedia
middleware systems like TOAST [4], Infopipes [5] or the
Network Integrated Multimedia-Middleware (NMM) [6] are
especially designed for multimedia processing. These multi-
media platforms support explicit binding to handle application
and media specific requirements of transporting multimedia
data streams in networks. A binding object, introduced by
the RM-ODP standard [7], represents a connection between
two components as first class object to the application and
allows for specifying the desired transport protocol and its
specific parameters according to the requirements of trans-
ported multimedia data. Infopipes uses the concept of pipes

to connect processing components and uses netpipes for data
transport. NMM uses a flexible flow graph based approach in
which processing components are represented as nodes and
multimedia data flows along the edges from sources to sinks.
In contrast to traditional streaming clients, the application or
any middleware service is able to control each component or
reconfigure the entire flow graph during runtime, if needed.

Such high configurability and adaptivity permits changes
of a single component, which may affect the remaining
components as well. Especially changes related to the data
stream, such as a new image resolution of a processed video
stream due to adaptivity reasons, requires updating all par-
ticipating components. Another example is the need for re-
synchronization when timestamps of a data stream are no
longer continuous, which for example occurs during channel
switching on a digital TV receiver. This information must
be embedded directly within the multimedia data stream.
Thus, it is insufficient to only send multimedia data between
components, but it is vital to also send arbitrary control
information for updating all participating components of a flow
graph or informing the application about changes related to the
multimedia data stream itself.

Additionally, sending arbitrary information between the
components can be used to inform the application about
events, like the progress of a task or about the beginning or
the end of a media track or file. We found that at least three
different kinds of messages of a multimedia data stream must
be supported by a flow graph based multimedia middleware
for realizing distributed multimedia applications.

1) Multimedia buffers carry realtime multimedia data in a
specific data format between the components of a flow
graph.

2) Reliable events carry arbitrary critical information be-
tween the components of a flow graph, such as changes
of image resolution or the beginning of a new track.

3) Unreliable events carry arbitrary non-critical or frequent
information, like the progress of a task.

A typical multimedia stream in a flow graph based multimedia
middleware may consist of all of these kinds of messages, that
are transported between the nodes through binding objects, as
seen in Figure 1. Multimedia buffers with certain realtime con-
straints typically have the highest density in a stream, whereas
reliable events appear only infrequently at critical points. Since
reliable events usually carry mandatory information about the
data stream, it is vital that no reliable events are lost along the
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Fig. 1. A typical multimedia stream in a flow graph based middleware
consists of different kinds of ordered messages with mixed Quality of Service
(QoS) requirements in terms of reliability and deadlines. Multimedia Buffer
B are used to carry multimedia data with timing constraints 7". Reliable
events EF are used to carry arbitrary critical information, whereas unreliable
events EU are used to carry arbitrary non-critical or frequent information.
The messages are processed by the nodes and sent to the successor node
through a binding object.

Node

edges of the flow graph. Multimedia buffers, on the other hand,
have certain realtime constraints, especially in live multimedia
streams.

In contrast to common streaming applications where a
weak order of control information is sufficient, a distributed
multimedia application may require a strict order of different
kinds of messages in a stream. For example if a video stream
changes resolution, and it contains a control event that informs
all processing components about the resolution change, then
all buffers in the stream after the event must contain data of
the new resolution. In this case it is vital for all components
that the ordering constraints of messages are preserved by
the binding objects for correct processing by the nodes. The
result is a single ordered multimedia data stream consisting of
different kinds of messages with different Quality of Service
(QoS) requirements in terms of reliability and deadline.

Common transport protocols can not be used for sending a
multimedia data stream with mixed QoS requirements across
a single network connection, because they are not able to meet
all requirements of these different message types. Reliable
transport protocols, such as TCP, which can transport arbitrary
information can be used for sending mandatory control events,
but can not fulfill the timing requirements of multimedia data.
Reliable message transport requires acknowledgments and
retransmission to ensure that all messages have been received.
This disagrees with the requirements of multimedia data where
it is acceptable to sacrifice reliability in favor of meeting the
timing requirements of already received messages. Unreliable
transport protocols that can transport arbitrary information,
such as UDP are unsuitable for sending mandatory events.
Furthermore, like reliable protocols, they don’t take the timing
requirements of multimedia data into account. To meet the
specific requirements of multimedia data, user-level protocols
like the realtime transport protocol (RTP) [8] were proposed.
For example, RTP is based on UDP and extends it with
flow control, congestion control and timing functionality for
multimedia data. Unfortunately, for this purpose, additional
knowledge of the data format is required, so that these pro-
tocols can only transport multimedia data of certain formats,
which also makes them unsuitable for transmitting arbitrary
control events.

Thus, new transport protocols like the Stream Control
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Fig. 2. This parallel binding consists of two sub-bindings, one for Buffer and
for Events. At the sender side, incoming reliable events EX and unreliable
events EU are forwarded to the Event sub-binding and incoming multimedia
Buffers B with timing constraints 7" to the Buffer sub-binding. Each sub-
binding uses its specific transport mechanism to send the messages to the
receiver. At the receiver side the multimedia data stream is multiplexed again
based on the sequence numbers of messages and passed on to the receiving
component.

Transmission Protocol (SCTP) or the transport protocol for
heterogenous packet flows (HPF) were proposed. The SCTP
protocol can transport multiple independent streams with
different QoS properties in terms of reliability and order of
messages within a single connection [9]. This is especially
useful for media streams that are partially ordered rather than
strictly ordered. Unfortunately, it doesn’t provide re-ordering
of messages from independent streams to a single stream
again. In contrast, the HPF protocol can be used to transport
data with mixed QoS properties in terms of reliability, priority,
and deadline across the same transport connection [10]. There-
fore, it meets the requirements of multimedia data streams with
arbitrary control information. Although support for such pow-
erful protocols can easily be added to multimedia middleware
systems, they are not very popular yet and their availability
can not be assumed in distributed and highly heterogenous
network environments.

A completely orthogonal approach is the use of a combina-
tion of multiple network connections using different transport
protocols to transport messages with different QoS require-
ments. However, since the ordering constraints of the stream
must be preserved, messages must be resynchronized after
reception. Especially the synchronization task is too complex
to be left to the application programmer. Therefore, we argue
that a multimedia middleware must support the use of such a
combination of multiple transport protocols at the middleware
layer and propose the concept of parallel binding.

First, we will introduce the concept of parallel binding
with its requirements in Section IlI. Section Il presents
synchronization strategies which are required to recreate the
original message order of a data stream at the receiver side.
In Section IV we will present and discuss our implementation
and performance measurements. Finally, Section V concludes
this paper.

Il. THE CONCEPT OF PARALLEL BINDING

As already mentioned in Section I, binding objects are used
to represent a connection between two components as first
class objects to the application. A single transport protocol



is used by each binding object. Since explicit binding only
enables the configuration and control of the used transport
protocol, different binding types have already been proposed.
An open binding allows for specifying an object graph,
that consists of network components representing a network
connection as well as processing objects like QoS monitors
or rate control components [11]. Furthermore, it provides
interfaces to access and control these components. In addition,
an open binding allows for the dynamic reconfiguration of
its internal object graph, which enables the application to
add (or remove) for example additional transcoding objects
to reduce bandwidth requirements if needed. But the open
binding is limited to the usage of a single binding object for
the network connection and doesn’t support multiple parallel
network connections.

This concept was extended to a hierarchical binding [12],
which provides a hierarchical structure to create a binding
object from a high-level description, e.g. a QoS specification
provided by the application. The specification is then mapped
onto a hierarchy of multimedia processing components and
respective binding objects. Each binding object is responsible
for allocation and configuration of its binding components or
mapping onto further binding objects. Even this approach is
limited to a single binding object for each network connection
and doesn’t allow the usage of different network connections
for transporting the messages of a single data stream.

Therefore we propose the concept of parallel binding.
The basic idea of this approach is to extend the concept of
a common binding object and to specify and use a set of
binding objects, which are called sub-bindings, to transmit
different kinds of messages of a single multimedia data
stream across the network. As seen in Figure 2, incoming
messages are demultiplexed and forwarded to the sub-binding
which meets their specific QoS requirements. At the receiver
side, messages are multiplexed and finally forwarded to the
receiving component. The application is able to access and
control each sub-binding. Based on the available transport
protocols, we focus on the following types of sub-bindings
which are supported by a parallel binding:

1) Reliable sub-bindings use reliable transport protocols for
transmitting arbitrary information and thus can be used
to send mandatory control events.

2) Unreliable sub-bindings use unreliable transport proto-
cols for transmitting arbitrary information and can be
used for sending non-mandatory control events.

3) Multimedia sub-bindings use unreliable transport proto-
cols which can only transport multimedia buffers of a
certain format.

While transport mechanisms are in general treated as
“black-box” within a sub-binding, several requirements have
to be fulfilled by a sub-binding of a parallel binding.

1) Messages are transmitted in-order through a sub-
binding. This means that a message m ; will never arrive
through a sub-binding that has received a message m;
with ¢ > j.

2) The used transport protocol of a binding, even of a
multimedia binding, must be able to transport unique
and continuous sequence numbers.

3) If the used transport protocol of a sub-binding changes
the sequence numbers of given messages, then the sub-
binding must provide a feedback mechanism which
informs the parallel binding about the sequence numbers
actually used.

Protocols for handling multimedia data streams, like RTP,
typically fulfill the first requirement. Also, the second property
can be fulfilled by protocols such as RTP that require splitting
or merging of media buffers into packets that get new sequence
numbers assigned. The third requirement greatly simplifies the
multiplexing step. However, it might be not available for a
certain transport protocol, but it is no real limitation because
a sub-binding can be extended by a component for message
ordering.

Notice that for a multimedia sub-binding, we cannot specify
which sequence numbers are to be used. In particular, sequence
numbers are only unique and continuous for the sub-binding
itself, but not for all parallel sub-bindings. Therefore, when
using such a multimedia sub-binding in parallel with a sub-
binding that allows for arbitrary data to be transmitted, the
above defined requirements need to be modified. In particular,
a sub-binding that allows for arbitrary data to be transmitted
only need to provide monotonic increasing sequence numbers,
i.e. a single sequence number can be used for transmitting sev-
eral message. However, since a multimedia sub-binding uses
strictly monotonic increasing sequence numbers that cannot be
influenced, the lastly used sequence number of the multimedia
sub-binding is being applied for all following messages sent
via the other sub-binding. Since this sub-binding allows to
transmit arbitrary information, an additional internal sequence
number can be used for realizing in-order transmission for the
sub-binding itself. Unfortunately this approach can not be used
for an arbitrary number of multimedia sub-binding, but allows
to treat a single multimedia sub-binding as “black-box”.

I1l. MESSAGE SYNCHRONIZATION

In Section | we defined different types of sub-bindings that
we distinguish by their QoS properties and their ability to
transport arbitrary data. We distinguish between reliable sub-
bindings (bindings that can reliably transport arbitrary data),
unreliable sub-bindings (bindings that can transport arbitrary
data and permit loss of data) and multimedia sub-bindings
(bindings that can only transport multimedia buffers and also
permit loss of data). We also stated that a parallel binding
may consist of any combination of these different kinds of
sub-bindings and that messages must be synchronized during
multiplexing at the receiver side to preserve the ordering
constraints of the stream.

In the following section we will discuss algorithms for
message synchronization at the receiver side of parallel bind-
ings with different combinations of the various types of
sub-bindings. To illustrate the general idea of message syn-
chronization, we first examine the case of multiple reliable



sub-bindings (Section I11-A). Then we extend this algorithm
for one reliable and one unreliable sub-binding (Section I11-
B). After this, we consider multiple unreliable sub-bindings
(Section 111-C) as an intermediate step before we present the
synchronization algorithm for unreliable sub-bindings and a
multimedia sub-binding (Section 111-D). Next we will focus on
combinations of reliable sub-bindings and a multimedia sub-
binding (Section IlI-E). Finally we derive from the previous
cases the general situation of multiple reliable and unreliable
sub-bindings and a multimedia sub-binding (Section I1I-F).

A. Synchronization of multiple reliable sub-bindings

To illustrate the general idea, we first examine the most
simple case of multiple reliable sub-bindings, which will be
used as a basis for the remaining algorithms. In the case that all
sub-bindings are reliable, message multiplexing is a straight-
forward sorting process at the receiver side. Consider a parallel
binding with multiple reliable sub-bindings. The basic idea is
that messages must be forwarded to the receiving component
in-order. So if any sub-binding has received message m;, it
must wait until message m;_; has been forwarded before
it can forward message m;. Since all sub-bindings transmit
messages in-order, the sub-binding can assume that a missing
message m; with j < ¢ will arrive from one of the other
sub-bindings if it has not been forwarded yet. Reliability of
the sub-bindings allows us to wait for any missing message
my; until it arrives. This algorithm requires no queueing of
messages at the middleware layer. At most one message must
be stored per sub-binding while the sub-binding is waiting for
messages to arrive on one of the other sub-bindings.

B. Synchronization of one reliable and one unreliable sub-
binding

In this section we will extend the previously discussed
synchronization algorithm to support a single reliable and a
single unreliable sub-binding. If sub-bindings are unreliable,
messages can be lost, which would cause the algorithm to
wait infinitely long for a missing message. Sine data loss can
only occur at a single unreliable sub-binding, only a minor
extension is required.

Let 7 be the sequence number of the latest message that
has been forwarded from the parallel binding to the receiving
component. If the next message m; to be handled has a se-
quence number j > i1, it cannot be forwarded immediately.
Instead, we must determine for all missing messages mj, with
1 < k < j if it will arrive and therefore we need to wait for it
or, if it was lost and we can ignore it. The derived algorithm
works as follows. If m; was received from the reliable sub-
binding, all missing messages m; with i < k < j can
only be received from the unreliable sub-binding because in-
order reception is provided by all sub-bindings. Since missing
messages are transmitted using the unreliable sub-binding,
some my, might get lost. Therefore, the forwarding of m ; is
delayed until a message m; with [ > j — 1 was received from
the unreliable sub-binding. If this happens, we can conclude
that none of the missing messages m, with i < k& < j will be

received and forwarded anymore. If m ; was received from the
unreliable sub-binding, one of the following two statements is
true for each of the missing messages mj with i < k < j.

1) The missing message mj was sent via the unreliable
sub-binding and was lost. This is because m ; with j > &
was received from the same unreliable sub-binding and
in-order reception is provided by all sub-bindings.

2) The missing message m; was sent via the reliable sub-
binding, will be received, and needs to be forwarded
before m;.

To determine, which of the two cases is true, we extend
the information transmitted for each message sent via the
unreliable sub-binding and include the sequence number r
of the latest reliably sent message. This is possible since an
unreliable sub-binding allows to include arbitrary additional
information. For the message m ; received from the unreliable
sub-binding, the algorithm can determine if one or more
reliably sent messages are still to arrive. This is the case if
r > 4. Then, the forwarding of m ; is delayed until message
m, was handled.

Notice that for case 1, the worst case occurs if the last
unreliably sent message before a large number of reliably sent
messages gets lost. In this case, the forwarding of all reliably
received messages is delayed until the next message is suc-
cessfully received from the unreliable sub-binding. However,
control events that are typically sent using a reliable sub-
binding only occur very rarely within the stream of multimedia
buffers sent over an unreliable sub-binding. Therefore, also for
case 2, an additional delay is only introduced if we have to
wait for a reliably sent message m...

C. Synchronization of multiple unreliable sub-bindings

Before we present a synchronization algorithm for a com-
bination of multimedia sub-bindings, we first consider the
combination of multiple unreliable sub-bindings as an inter-
mediate step. The algorithm presented in the previous section
still depends on the reliability of one sub-binding. If all sub-
bindings are unreliable, data loss can occur at any unreliable
sub-binding and we must extend this algorithm.

Again, we keep track of the latest sequence number ¢ that
has been forwarded to the receiving component. If a sub-
binding receives a message m; with j > i + 1, then we have
to distinguish two cases for all missing messages m with
1< k<y:

1) Message m; was lost during transmission by one of the

sub-bindings and will never arrive.

2) Message my, and m; were sent through different sub-

bindings and mj might still arrive.

Unfortunately, the receiver can not tell on which sub-binding
a missing message my, will arrive and whether it will arrive
at all. The solution to this problem is to introduce a timeout
for each message my, after which the message is assumed to
be lost. If the message arrives after the timeout has expired,
it is no longer guaranteed that it can be forwarded in-order,
so we typically have to drop it. This is acceptable because all
sub-bindings are unreliable and data loss is permitted.



Thus, the algorithm is as follows. If a sub-binding receives
message m;, it waits until message m;_; has been received
and forwarded to the receiving component, or the timeout for
message m;_1 has expired.

What remains is the difficult task of computing a suitable
timeout for each message m; at the receiver side. If the timeout
is too large, the receiver will wait too long, which causes
unnecessarily long delays and violates the realtime conditions
of a multimedia data stream. If the timeout is too small, too
many messages will be dropped, causing unnecessary loss of
data. We find that a suitable value for timeout; is the estimated
time when message m; is expected to be received. This can be
estimated as the time 7 at which message m; was sent plus the
average transmission delay At;. This allows us to treat a sub-
binding as ,,black-box” and we can simply ignore its details
like queueing or splitting of messages. So we can estimate
the transmission delay At; for each message m; based on the
time ¢ it is sent and the time ¢ it is received. Since we are
discussing unreliable sub-bindings that can transmit arbitrary
data, we can simply include the value ¢ into message m;
before sending it and compute the transmission delay At; at
the receiver side using the following formula:

At; =tf— ¢ 1)

For each sub-binding Sub we compute the average transmis-
sion delay AT, using an exponential smoothing algorithm,
as used in many transport protocols, such as TCP [13]. In
contrast to the real average transmission delay, an exponential
smoothing algorithm considers the current network conditions
much better.

ATsyp = ax At + (1 — @) * ATgy, @ € [0; 1] (2)

Since the sender and receiver hosts have two different
clocks, this value includes the offset between the clocks if
they are not synchronized. But we use this value to estimate
the time of arrival of a message at the receiver side, which
must include this clock offset as well. So no synchronization
between the sender and receiver clocks is required. If we
recompute the average transmission delay at regular intervals,
we also take the drift of the two clocks into account.

If we have a message m;y; and we want to compute the
timeout for message m;, we still don’t know the time ¢; when
the message m; was sent. Thus, we include this value into
message m;, before sending it and can use the following
formula to compute the timeout for message m;:

timeout; = t5 + ATsyup 3

It is trivial to extend this algorithm from two sub-bindings to
n sub-bindings, provided that all sub-bindings are unreliable.

If we have not received any messages yet (and thus have no
samples of the transmission delay), we should use a suitable
initial value for ATs,;. Since we have no samples for At; yet
we simply initialize ATs,; with a reasonable constant value
in our implementation. In the worst case, this leads to either
a short delay or data loss at the beginning of the stream until

a transmission delay can be computed from the first received
message.

D. Synchronization of multiple unreliable sub-bindings and
one multimedia sub-binding

Based on the synchronization algorithm presented in the
previous Section, we can now simply derive the algorithm
for multiple unreliable sub-bindings and a multimedia sub-
binding. Since we can not include any additional information
into messages sent through a multimedia sub-binding, we don’t
know the time ¢¥ when a message m; was sent which is
required to calculate the average transmission time ATs.s
and the timeout; using formula 2 and 3. To measure the
average transmission delay for each unreliable sub-binding,
we simply include the required information into the messages,
as described in Section I1I-C. But to measure the average
transmission delay for the multimedia sub-binding, we need
correct sample values for ¢7 and t® at the receiver side.
The only way to achieve this is to send the sending times
7 from the sender to the receiver. This can be done by
generating middleware internal sender reports. These reports
can be transmitted over one of the unreliable sub-bindings. If
only a multimedia sub-binding is used, we need an additional
internal control binding for sending the reports. Fortunately,
in a typical scenario we have at least one sub-binding which
is able to transmit arbitrary data.

To compute the timeout for a missing message m ; that has
been received from a multimedia sub-binding using formula
3 we immediately need its sending time ¢ and can not wait
until the corresponding sender report is available. However,
we can assume that message m; has been sent through the
sub-binding Sub some time before message m;; was sent
through sub-binding Sub’. Thus, we can use its sending time
to compute the timeout as follows:

timeout; = tf+1 + ATsyup 4

The sending time tf+1 of a received message m;; from
sub-binding Sub’ can be estimated as follows:

t9, =t — ATsuy (5)

Unfortunately, if the difference between ¢, and t7 is very
large, the approximation is insufficient and the receiver waits
too long, which violates the realtime conditions of the multi-
media data stream. However, if messages are sent at a fixed
rate through a sub-binding Swub, its average sending interval
could be used to improve the approximation.

Especially multimedia buffers of a live stream or certain
unreliable events, e.g. progress events of a task are sent with
an average gap At, between the messages. It can be computed
as the average over the intervals between the sending times tf
of the messages my with £k =0,...,i — 1.

i—1 tS _ tS

k=0 "k+1 k

: (6)
The sending time t;?H of message m;1 can then be estimated
as

At, =

tf—',—l = tﬁi—l — ATy — Atg (7)



But in general the receiver can not assume an average gap
between messages because control events are transmitted at
irregular intervals. In this case we have to use the estimated
sending time tfH of the received message m ;1 as approxi-
mation.

Now we can replace the estimated sending time tf+1 for a
missing message m; in formula 3 with our new approximation
and get the following formula if an average gap between
received messages can be assumed for sub-binding Sub:

timeout; = t1 | — ATsuy — Aty +ATsy,  (8)

estimated sending time ¢$

If an average gap can not be assumed, we use the following
general formula:

tﬁkl - AT‘Sub’
~—_————
estimated sending time ¢$

timeout; = +ATsup 9

E. Synchronization of multiple reliable sub-bindings and one
multimedia sub-binding

When using multiple reliable sub-bindings and one multi-
media sub-binding in parallel, the algorithm described above
cannot be applied because we must ensure that all reliable
messages are forwarded in order to the receiving component.
So we can not use a timeout to wait for a missing reliable
message. Therefore, in this section we will present a different
solution that is suitable for synchronizing reliable and a
multimedia sub-binding.

Again, let i be the latest sequence number that has been
forwarded to the receiving component, let m ; be the pending
message and let my, with ¢ < k < j be the missing messages
that have not yet been received. We first consider the case
of one reliable and one multimedia sub-binding. If m ; has
been received from the reliable sub-binding, we can again (as
discussed in Section I11-B) assume that all missing messages
my, are unreliable. However, if message m ; has been received
from the multimedia sub-binding, we have two possible cases
for each missing message my:

1) The message my is reliable and will be received from
the reliable sub-binding.

2) The message my is unreliable and has been lost during
transmission over the multimedia sub-binding.

In the scenario of Section I11-B, the receiver could distinguish
between these two cases using the sequence number of the
previous reliable message m,. that was stored in message ;.
As already mentioned, it is not possible to insert arbitrary data
into multimedia buffers. Since message m; may be the only
message that has arrived at the receiver so far, the receiver
has no way to tell whether it has to wait for any missing
reliable messages or not. Although the sender has no way to
tell the receiver whether a stream contains a reliable message
before a multimedia buffer m ;, it is able to simply avoid this
situation, as follows: Whenever a reliable message m; has
been sent, the sender stops sending further messages until m ;
has been received. This requires an acknowledgment from the

receiver which can be sent upstream through the reliable sub-
binding. An obvious drawback of this approach is that the
transmission of the whole stream is delayed by one round trip.
Fortunately, this request-response scheme is only necessary
for mandatory events. As already discussed in Section I, a
typical multimedia stream only contains a small number of
reliable events. Therefore the delay introduced by our solution
is acceptable in most common cases.

To extend this algorithm to an arbitrary number of reliable
sub-bindings, we simply store the sequence number of the
preceding reliable message m.. in each reliable message and
use it to decide whether any reliable message is missing if m ;
has been received from an reliable sub-binding. For the case
that m; has been received through a multimedia sub-binding,
no extensions are necessary.

Furthermore, we identified our approach to be the only
possible solution that allows to consider multimedia sub-
bindings as “black-box” as described above. The only facility
that needs to be provided is a feedback mechanism that allows
to determine the lastly used sequence number for sending
messages Vvia the multimedia sub-binding, as already discussed
in Section 1.

F. Synchronization of arbitrary sub-bindings

Finally, based on synchronization algorithms presented in
Sections 1lI-A to IlI-E, we can now easily derive a syn-
chronization algorithm for one reliable, one unreliable and
one multimedia sub-binding that can be used for any number
of reliable, unreliable sub-bindings and one multimedia sub-
binding as well.

The general algorithm is essentially the one presented in
Section I11-E. The presence of unreliable sub-bindings that can
transport arbitrary data doesn’t add any additional problems,
because a unreliable sub-binding can be treated in the same
way as a multimedia sub-binding. The presence of a multime-
dia sub-binding forces the sender to wait for acknowledgments
for reliable events, as discussed in Section IlI-E. Of course
this is only necessary, if multimedia buffers are sent after
reliable events. However, this can usually be assumed since
a multimedia stream consists mainly of multimedia buffers.

It is preferable for a multimedia middleware to provide
all of the algorithms discussed in the previous sections and
always use the most special one to provide the best possible
performance.

IV. IMPLEMENTATION AND PERFORMANCE
MEASUREMENTS

We implemented the concept of parallel binding using the
Network-Integrated Multimedia Middleware (NMM) [6]. It
allows for plugging in different networking components, which
are represented by so called transport strategies. Therefore
the parallel binding is realized as transport strategy using the
composite design pattern [14]. Thus, the so called composite
strategy can be used like any other transport strategy, and
available transport strategies can be used as sub-bindings and
added according to the requirements of the multimedia data



stream. In addition to this, the composite strategy provides
methods to access the used transport strategies and their
specific interfaces.

Our composite strategy provides two synchronization mech-
anisms for different combinations of the various kinds of
sub-bindings, which includes two of the most common cases
of two reliable and one reliable and one multimedia sub-
binding, for which we provide benchmark results in this paper.
The first case allows for example the usage of two reliable
transport protocols such as TCP with possibly differently
optimized network parameters for sending different types of
messages. In the second case, one reliable transport protocol
like TCP can be used to transport reliable control events
while the multimedia buffers are transmitted through a special
multimedia protocol such as RTP.

To measure the performance of the synchronization algo-
rithms presented in this paper, we use a simple benchmark
application which transmits a stream of control events and
buffers of constant size containing random data across the
network. Using this application, we run three benchmarks with
different configurations:

o Benchmark | uses a single TCP network binding to
transmit both buffers and events. This benchmark serves
as a reference. No parallel binding is used here.

o Benchmark Il uses a composite strategy with two TCP
sub-bindings and the synchronization algorithm for two
reliable sub-bindings as presented in Section I11-A. Con-
trol events are sent through the first sub-binding and
buffers are sent through the second sub-binding.

o Benchmark I1l also uses a composite strategy with two
TCP sub-bindings, but the synchronization algorithm for
one reliable and one multimedia sub-binding is used.
Control events are sent through the “reliable” sub-binding
and buffers are sent through the “multimedia” sub-
binding. Simulating a multimedia sub-binding using TCP
permits us to compare the overhead of the parallel bind-
ing for different synchronization strategies and a fixed
combination of sub-bindings.

The data stream consists of buffers of a constant size of
2048 bytes and infrequent control events. For each config-
uration, we run the benchmark with a varying number of
control events per buffer and measure the average throughput
in bytes per second. This allows us to visualize the impact of
message synchronization on the overall network performance,
depending on the frequency of control events in the data
stream. The results of our benchmarks are presented in Figure
3.

As can be seen, the synchronization algorithms add only
a small overhead to network performance, provided that the
number of mandatory control events is reasonably small. Since
a typical multimedia data stream is unlikely to contain more
than one event every 100 buffers (which is the best case
in our benchmarks), the results are quite acceptable. Events
which have to be sent more frequently are candidates for
unreliable transmission and thus don’t affect performance
as much as mandatory events that have to be transmitted

14 - T . . —
Simple Binding
Reliable/Reliable Parallel Binding -------
Reliable/Multimedia Parallel Binding -------- i

MB/s

0 ! ! ! !
0 2 4 6 8 10

Events per 100 Buffers
Fig. 3.  Throughput benchmark results for a parallel binding using two
different synchronization strategies compared with a simple TCP binding
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Fig. 4. Average difference in reception time between a buffer and its previous
buffer, depending on the density of events and the used synchronization
strategy

reliably. Figure 4 shows the average difference in reception
time between a buffer and its previous buffer depending on
the density of events and the used synchronization strategy
is shown. This value only depends on the density of events
for the synchronization algorithm for reliable and multimedia
bindings. The remaining synchronization algorithms are not
affected because no additional acknowledge must be sent after
receiving an event and the average reception time between two
buffers is nearly constant.

To measure the impact of this acknowledge and the intro-
duced additional jitter in more detail, we performed another
benchmark that uses the same configuration as Benchmark I11.
Again, we run the benchmark with a varying number of control
events per buffer and measure the difference in reception time
between a buffer and its previous buffer. This allows us to
visualize the additional introduced jitter which is caused by the
acknowledgement that must be sent after receiving an event.
The results of this benchmark are presented in Figure 3. As
can be seen, the jitter between buffers without events is about
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Fig. 5. Difference in reception time between a buffer and its previous buffer,
depending on the density of events and using a parallel binding with a reliable
and a multimedia sub-binding. As can be seen, events introduce additional
jitter due to the acknowledgement mechanism

0.2 ms in our environment. Transmitting events between two
buffers introduces an additional jitter of about 0.8 ms, which
is even acceptable for most high quality video transmissions,
such as a DVD data stream.

V. CONCLUSIONS

In this paper we showed that a flow graph based multimedia
middleware must support sending arbitrary control information
in addition to the multimedia data. Therefore we argued that
a multimedia middleware must support the usage of a combi-
nation of different transport protocols at the middleware layer
for transporting messages with mixed QoS requirements of a
single multimedia stream and proposed the concept of parallel
binding as a solution. Furthermore, we presented different
synchronization algorithms to recreate the original message
order at the receiver according to the ordering constraints
of the messages. Finally we discussed the implementation
of a parallel binding and presented some performance mea-
surements which have shown that the performance overhead
caused by the synchronization algorithms is acceptable in a
typical scenario.
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